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14.00-14.15 Welcome

Session 1: The Concept of Information in Informatics, 

Robotics and the Sciences 
(Moderation: Sebastian Schleidgen)

14.15-15.00 Klaus Mainzer (Munich): Human-Machine Interaction on the 

Way to AI-Supported Hybrid Cognitive Systems

15.00-15.45 Lars Johannsmeier (Munich): Connecting Humans, Robots 

and Learning. State of Things and Where to Go

15.45-16.00 Coffee Break

16.00-16.45 Hajo Greif (Warsaw): Augmented Reality. Natural Information 

in Artificial Environments

16.45-17.30 Concluding Discussion

17.30-18.00 Coffee Break 

Keynote 1
(Moderation: Sebastian Schleidgen)

18.00-19.30 Pieter Adriaans (Amsterdam): Information and Interaction. 

A Philosophical Perspective on Two-Part Code Optimization 

and Self-Organizing Systems

19.30-20.30 Get Together

Thursday, 22.04.2021

Keynote 2
(Moderation: Andreas Wolkenstein)

08.30-10.00 Julian Savulescu (Oxford/Melbourne): The Ethics of Artificial 

Intelligence. Moral Machines

10.00-10.15 Coffee Break

Session 2: The Concept of Information 

in the Humanities
(Moderation: Selin Gerlek)

10.15-11.00 Philipp Kellmeyer (Freiburg): Understanding Human-AI 

Interactions. A Hermeneutic and Phenomenological 

Perspective

11.00-11.45 Jörg Noller (Munich): Digitality, Virtuality, and Information

11.45-12.00 Coffee Break

12.00-12.45 Bert Heinrichs (Bonn). Aliens in the Space of Reasons?

12.45-13.30 Concluding Discussion 

13.30-14.30 Lunch Break

Session 3: Ethics I
(Moderation: Andreas Wolkenstein)

14.30-15.15 Jan-Hendrik Heinrichs (Juelich): Why Digital Assistants 

Need Your Information to Support Your Autonomy

15.15-16.00 Vincent C. Müller (Eindhoven): Brain Surveillance. A Real 

Threat for Humans and for some Philosophical Views

16.00-16.15 Coffee Break

16.15-17.00 Matthias Uhl (Munich): How Machine Advice Shapes Our 

Moral Conduct 

17.00-17.45 Concluding Discussion 

17.45-19.00  Get Together
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Keynote 3
(Moderation: Orsolya Friedrich)

8.30-10.00 Robert Sparrow (Melbourne): Slaves to the Algorithms? 

Algocracy and Republican Liberty

10.00-10.15 Coffee Break

Session 4: Ethics II
(Moderation: Galia Assadi)

10.15-11.00 Andreas Wolkenstein (Munich): Do Algorithm-Based Decisions 

Need to be Explainable? The Ethics of Algorithms Meets 

Social Epistemology

11.00-11.45 Brent Mittelstadt (Oxford): Bias Preservation in Fair Machine 

Learning

11.45-12.00 Coffee Break

12.00-12.45 Tereza Hendl & Bianca Jansky (Augsburg/Munich): A Matter of 

Justice. Why Digital Health Technologies Warrant an 

Intersectional Feminist Perspective

12.45-13.30 Concluding Discussion and Final Remarks



Wednesday, 21.04.2021

Session 1

(Moderation: Sebastian Schleidgen)

The Concept of Information in Informatics, Robotics and 

the Sciences

14.15-15.00

Klaus Mainzer (Technical University Munich)

Human-Machine Interaction on the Way to AI-Supported Hybrid Cognitive 

Systems

A global trend in AI is the development of hybrid cognitive systems which

combine knowledge-based methods and logical rules (symbolic AI) with statistical

machine learning and data training (subsymbolic AI), so that symbolic and

subsymbolic AI reinforce each other. Human-machine interaction of the future will

not be possible without AI-supported hybrid cognitive systems. Examples of

hybrid AI are robots with logical and knowledge-based decisions and learning

abilities of pattern recognition and moving. AI-techniques such as symbolic,

subsymbolic, and hybrid AI are separately applied in different domains of human-

machine interaction. But, of course, the highest degree of intelligence,

robustness, adaptility, and transparency has hybrid AI because of its synergies

with symbolic and subsymbolic AI.

Reference: K. Mainzer, Artificial Intelligence. When do Machines take over?

Springer. Berlin 2019.



15.00-15.45

Lars Johannsmeier (Technical University Munich)

Connecting Humans, Robots and Learning: State of Things and Where to Go

The way robots are integrated in production and factory settings is changing and

is becoming more and more mainstream-compatible. This is due to increased

capabilities by use of AI and machine learning methods, intuitive programming

paradigms as well as inherently safe and collaborative robot platforms. Utilization

of automated production is no longer restricted to large companies since

affordable, high-performance, easy-to-program systems are moving into the

market, offering flexibility and ease of use. Robots have become intelligent tools,

the smart hammer of tomorrow.

However, the demands of potential future industry standards such as “Production

as a Service” require even more versatility, autonomy, and closer collaboration

with human co-workers. Robots have to master numerous skills in order to

accomplish thousands of different tasks everyday resulting from highly modular

production lines with large varieties of different products and thus production

steps. Programming all these tasks by hand would entail a significant demand for

expert knowledge and experience as well as time investment.

A solution to this problem proposed by the research community could be

autonomous skill learning. But despite much progress and impressive results in

this field, there are still many open questions, and we are not yet at a stage

applicable to the world outside the lab. Learning a manipulation task in a real-

world scenario boasts a number of challenges such as, how to represent the

learned abilities, how to potentially reuse the acquired experience, how to make

autonomous learning safe, how to tell the robot when a task has been done well.

One thing, however, is common to all these questions, the human designer has at

least some part in it.

Since this is unlikely to change, a parallel trend to autonomous learning is the

growing connection between humans and robots. Not too long ago there still was

a physical separation due to safety concerns, today, physical interaction with

robots and programming them by physical touch has become, at least for

collaborative system, the norm. This trend is likely to continue, and humans and

robots will connect even in digital space through digital twins and virtual reality,

while tele robotics will allow for remote manipulation and teaching, using the robot

as avatar for the human user.

The implications of such intricate ties between robots and humans for the

individual, for society and any level in between are manifold, ranging from the

development of completely new work environments that shift between the real

and the digital world, to autonomous factories which may significantly reduce

energy and resource demand.



16.00-16.45

Hajo Greif (Warsaw University of Technology)

Augmented Reality: Natural Information in Artificial Environments

This paper introduces a hypothesis concerning the role of natural information for

perception, understood in a Gibsonian way (1979), in the interaction with

Augmented Reality (henceforth AR) technologies: Being designed to integrate

simulated elements into the perception of their users’ environments, AR provides

information that is either convergent with, or isomorphic to, natural information for

perception that they take up in their environments. The bearing of this distinction

on cognitive inquiries will be discussed in some detail.

In the case of convergence, natural perception and AR are in the business of

tracking a shared set of informational relations in the environment. Tracking is

accomplished by the system in such a way that transformations of distal

conditions in the environment are regularly mapped by transformations of

conditions at the proximal end, either with respect to the same proximate

variables that the perceiving subject would detect or by proxy of regular correlates

of these variables.

In the case of isomorphism, there is no shared tracking of concrete informational

relations in a given environment by perceiving subject and AR system. The

simulated elements are integrated with, but do not refer to what currently happens

in the user’s environment. Instead, there are general-level analogies in

informational relations between types of world affairs in the real and a simulated

environment, where the latter forms an overlay to the former, and where the latter

is the focus of user interaction.

As will be demonstrated by reference to two contemporary examples of AR

applications – advanced driver assistance systems and mixed reality games –

relations of convergence and isomorphism may be found in conjunction. The

convergence/isomorphism distinction cuts across the established distinction in

human-computer interaction studies between “reality” and “virtuality” that is used

to describe the properties of artefacts that (partly) simulate properties of an

environment (cf. Milgram’s reality-virtuality continuum). What emerges is a picture

of Augmented Reality technologies that highlights their unique informational and

cognitive properties, which set them apart from what is commonly assumed to

hold for Virtual Reality, simulator or other unequivocally artificial environments.



Wednesday, 21.04.2021

(Moderation: Sebastian Schleidgen)

Keynote 1

18.00-19.30

Pieter Adriaans (University of Amsterdam)

Information and Interaction: A Philosophical Perspective on Two-Part Code 

Optimization and Self-Organizing Systems

If we analyze the two dominant formal paradigms of information theory, it is

immediately clear that neither of them involves any notion of interaction.

Shannon's concept of information is stochastic and deals with systems of

messages. There are two agents, one that sends messages and one that

receives them, but there is no mutual exchange of information, let alone

interaction between the agents. Kolmogorov complexity is defined on the basis of

Turing machines, that from a philosophical perspective, are an abstract model of

the human computers such as those who worked on the enigma project in

Bletchley Park. From a formal perspective Turing machines are just deterministic

devices that produce the same answer every time they are started on the same

input. For a formal theory in interactive information a richer paradigm is needed. It

should involve interaction between agents, agents modelling each other's

behavior and updating probability distributions over the expected behavior of

others. Agents should change their behavior according to the update of these

probability distributions. From a philosophical point of view this amounts to the

analysis of information in relation to various types of processes. Stochastic

processes, conceptualized by Shannon, generate information, but in an

uncontrolled way.

Computational processes, that form the basis of Kolmogorov complexity, discard

information. In principle deterministic processes can never generate information,

because uncertainty is an essential aspect of information. There is a third type of

processes that one could call interactive, or self-organizing. In such processes, a

constant balance of creation and destruction of information takes place. In the

past few years progress has been made in the theoretical understanding of such

processes in terms of two-part code optimization. Two-part code optimization

could be seen as borrowing best of both worlds from Shannon information and

Kolmogorov complexity. Data sets are optimally compressed in two parts: model

code and ad hoc information. This offers a perspective to the study of many

interactive processes, varying from gameplaying, to evolution, teaching, social

processes and creativity. In my talk I will sketch the general outline of the theory

and discuss some perspectives.

Reference:

P. W. Adriaans, A computational theory of meaning, in `Advances in Info-Metrics: 

Information and Information Processing across Disciplines.' Editors: Min Chen, 

Michael Dunn, Amos Golan and Aman Ullah, OUP, 2020.

P. W. Adriaans, "Information", The Stanford Encyclopedia of Philosophy (Spring 

2019 Edition), Edward N. Zalta (ed.).

P.W. Adriaans, J.F.A.K. van Benthem (eds.), Handbook of Philosophy of 

Information, Elseviers Science Publishers, 2008.



Thursday, 22.04.2021

(Moderation: Andreas Wolkenstein)

Keynote 2

08.30-10.00

Julian Savulescu (University of Oxford/Melbourne Law School)

The Ethics of Artificial Intelligence: Moral Machines

Large scale data on public preferences is now available quickly and relatively

cheaply. How should this data be used to inform policy? ‘Collective Reflective

Equilibrium in Practice’ is an approach that enables preference data to be taken

into account, while not succumbing to moral relativism or mob rule. Instead, this

approach provides a principled way of using some public preferences as an input

for policy, while justifiably disregarding others. Public attitudes functions as an

input into a deliberative process that looks for coherence between attitudes,

behaviors and competing ethical principles. In cases of reasonable moral

disagreement, data on public attitudes should play a much greater role in shaping

policies than in areas where ethical theories reach a consensus. I will apply this

approach to a recent ‘Moral Machine’ study, which generated preference data

from millions of people on the programming of Automated Vehicles in a variety of

road-accident dilemmas.



Thursday, 22.04.2021

Session 2

(Moderation: Selin Gerlek)

The Concept of Information in the Humanities

10.15-11.00

Philipp Kellmeyer (Albert-Ludwigs-University Freiburg)

Understanding Human-AI Interactions: A Hermeneutic and Phenomenological 

Perspective

Artificial neural networks for deep learning and other emerging AI-related

approaches drive the development of a variety of “intelligent” systems such as

decision-support systems in medicine. Much as digital devices and applications

are already tightly woven into the fabric of our social realities, AI systems are

quickly becoming inevitable and ubiquitous tools if not interactive technosocial

”others”.

As the information processing and analytic capabilities of these AI systems

expand, we face new forms of human-technology encounters and interactions

that require specific forms of mutual understanding to enable successful human-

AI cooperation. Some specific problems in human-AI interactions are already

extensively discussed. The “black-box problem”, for example, denotes the

problem of interpreting the internal processes, such as the learning dynamics and

feature selection, of deep neural networks. This obstacle and related problems

have fueled research interest in questions around the interpretability and

explainability of systems that depend on deep neural networks. More broadly, the

differences between humans and AI systems in data and information processing

capabilities and procedures have given rise to philosophical investigations of

relevant epistemic gaps in human-AI interactions.

In addition to these epistemic differences, other important, yet understudied,

concerns are the philosophical reflection of social-relational, communicative and

experiential aspects of human-AI encounters, interactions and cooperation.

Whereas fields such as human-computer / human-robot interaction, user

experience design and social psychology have in recent years contributed

substantial empirical studies, philosophical works that investigate conceptual

foundations as well as hermeneutic or phenomenological aspects of human-AI

interactions are rare thus far.

In this paper, I develop a hermeneutic and phenomenological perspective on

human-AI interactions that draws on the works on hermeneutic technology

assessment by Armin Grunwald and responsive phenomenology by Bernhard

Waldenfels. To guide these investigations, I use the example of a closed-loop AI-

based brain-computer interface that allows for bidirectional flow of information

between the user and the AI system. From a hermeneutic perspective, I show

how the constant bidirectional information flow in the BCI forms a kind of hybrid

human-AI system that defies the possibility for discrete acts of interpretation but

requires adaptive interpretation. From a phenomenological perspective, I show

how responsiveness between the user and the BCI is a central prerequisite for

the user to maintain a unified and holistic experience, for example regarding the

sense of agency.

Finally, in an attempt to unify both perspectives into a hermeneutic-

phenomenological account, I show that achieving a state of adaptive

interpretation and responsiveness might be the very prerequisite for mutual

understanding in human-AI interactions and I show how this account could be

used in other contexts.



11.00-11.45

Jörg Noller (Ludwig-Maximilians-University Munich)

Digitality, Virtuality, and Information

The philosophy of digitality reflects on the lifeworldly significance of digitalization

as a reality of its own, and thus refers to the phenomenon of virtuality. Virtuality is

not to be confused with mere fiction or simulation. Fictions differ from simulations

in that they are not structurally oriented to reality, but open up new dimensions,

which admittedly lose their causal power as a result. Virtual reality can be

understood as having aspects of a simulation as well as aspects of a fiction, but

fusing them in a causally effective way, i.e., in a way that creates a reality. It is

oriented towards ordinary or proper forms of reality (this is the simulative aspect),

but extends them with new, non-proper aspects (this is the fictional aspect).

Virtual realities are, in short, new forms of reality and thus open up new

possibilities and forms of causal realization. They thus represent, philosophically

speaking, a form of ontological freedom. The philosophical significance of

digitalization consists in the fact that we can deal with digital data and information

independently of space and time and connect them hypertextually. Not only our

concept of reality, but also our concept of space and time is strained in the

context of digitality. Space and time play a different role in the realm of digital

virtual reality than in physical reality and constitute a special ontology.

Digital objects are placeless, retrievable from anywhere, and omnipresent.

Placelessness and timelessness are thereby fused into a ubiquitous presence.

Digital objects are placeless insofar as they stand in horizontal relations of

networks. As relations, these networks are not stable, but subject to permanent

change. This also changes the temporal logic of digitality. Digital objects stand in

much more intimate relations to each other than physical objects do. I suggest to

call this phenomenon “interobjectivity”. Mental contents – ideas, thoughts,

opinions, feelings – can in principle be taken up by the hypertextual structure of

digitality as a carrier substance, detached from the individual who produced them.

I suggest to call this phenomenon “trans-subjectivity”.



12.00-12.45

Bert Heinrichs (University of Bonn)

Aliens in the Space of Reasons?

Medical diagnostic tools based on artificial intelligence are already in use today.

Their prevalence will increase in the coming years and is only part of a broad

future use of AI systems in various areas of life and established social practices of

dealing with knowledge claims and expert knowledge. Already today, a

fundamental transformation of our discursive practice is emerging as a result of

this development. Moreover, this transformation seems to be accompanied by a

particular form of irritation. This irritation may be described as a process of

alienation in the space of reasons. In my contribution I will explain the concept of

alienation in more detail and examine more closely how the use of AI is linked to

it. Put in a somewhat exaggerated way, my question is: Are there aliens in the

space of reasons? (And if so, how should we deal with them?)



Thursday, 22.04.2021

Session 3

(Moderation: Andreas Wolkenstein)

Ethics I

14.30-15.15

Vincent C. Müller (Eindhoven University of Technology)

Brain Surveillance: A Real Threat for Humans and for Some Philosophical Views

The traditional problem of surveillance concerns personal data and behavior – but

it is believed that what humans think, feel, desire and plan will remain private. We

argue that current and foreseeable technology in live brain-imaging, EEG, brain-

implants and brain-computer interfaces (BCIs) make it possible to detect data

from the brain, analyze that data and extract significant cognitive content –

including content that is not accessible to the subject themselves. On the basis of

this interpretation of technical developments we conclude a) that

neurosurveillance is a real, current, threat to privacy [the political conclusion]; b)

that this development undermines the alleged epistemic inaccessibility of

phenomenal content in ‘other minds’ [the philosophical conclusion], and c) that

current policy and norms on privacy are inadequate to deal with this development

[the applied ethics conclusion].



15.15-16.00

Jan-Hendrik Heinrichs (Research Center Juelich)

Why Digital Assistants Need Your Information to Support Your Autonomy 

This talk will investigate how human life is conceptualized in the design and use

of a common type of human-machine interactions, in digital assistants and how

this conceptualization feeds back into the life really lived. It will suggest that a

specific way of conceptualizing human life – namely as a set of tasks to be

optimized – is responsible for the much-criticized information hunger of these

systems.

The core claims are the following: Digital assistants as readily available tools for

everyday activities invite user to see their life and daily activities as a set of tasks

to be optimized. This optimization is the dominant reason for the data hunger of

digital assistants.

The data collection of digital assistants raises the potential for improving people’s

degree of self-determination, because the optimization model of daily activity is

genuinely suited to a certain mode of self-determination, namely the explicit and

reflective setting, pursuing and monitoring of goals. The optimization model also

is suited to support autonomy because its associated need for generation and

analysis of data overcomes one of the core weaknesses in human capacities for

self-determination, namely objective and quantitative self-assessment.

Critiques raising the threat of digital assistants reducing their users’ autonomy

tend to ignore that the identified risks to autonomy are derivative to potential gains

in autonomy.

One reason for the worries about autonomy-reducing effects in an overemphasis

on a success conception of autonomy. Counter to this conceptualization, being

autonomous does require engaging with external influences, supportive as well

as adverse.

Thus, ethical advice should at least be based on a comparison of potential

benefits and risks to autonomy and not on the latter alone.



16.15-17.00

Matthias Uhl (Technical University Munich)

How Machine Advice Shapes Our Moral Conduct  

How does artificial intelligence shape our moral behavior? Machines powered by

artificial intelligence are entrenched in our society and have a large influence on

our decisions. Many of these decisions are highly consequential for other

people’s lives. Personnel recruitment, loans or penal sentencing are just some

examples of areas where artificial intelligence is increasingly involved in decision-

making. Some ethicists insist that machines should not take moral decisions but

only advice humans who remain ultimately responsible. The question, however, is

how this advice influences a human decision makers moral behavior.

Philosophers have given much thought to the question of whether machines can

make ethical decisions, and whether they should. It is uncontroversial, though,

that they are being used as moral advisors, either explicitly or implicitly. While

artificial intelligence undoubtedly influences almost every aspect of our lives, we

have little empirical evidence on how it interacts with our moral behavior. It might

be the case that it helps us make better and more responsible decisions, as some

believe. However, it might also lure us into worse – say, more selfish – decisions.

Indeed, the effect of our digital companions on our decisions depends most likely

on how they are designed.

Empirical research in psychology, economics, and other areas offers insights into

joint decision-making among humans, which can inform our thinking about the

use and design of intelligent machines. Unfortunately, these insights do not

necessarily transfer to joint decisions between humans and machines. For

example, responsibility diffusion is a well-established hazard in group decisions.

Members of groups make ill-conceived or self-serving decisions because they

cannot be held accountable for them individually. Recent evidence does not

confirm this effect for human–machine interactions, though. Hence, research is

needed to address questions about the influence of machines' advice on human

moral behavior. Our study investigates empirically the effect that the advice of

digital companions has on people's moral choices and whether these choices can

be influenced by an ethically aligned design.



Friday, 23.04.2021

Keynote 3

8.30-10.00

Robert Sparrow (Monash University)

Slaves to the Algorithms? Algocracy and Republican Liberty

Increasingly, governments are relying on artificial intelligence to make or inform

important decisions. The possibility of government by AI, which John Danaher

has styled “algocracy”, raises hopes of fulfilling utopian visions of efficient and

frictionless government. At the same time, it also evokes dystopian fears of

technocracy and totalitarianism. In this paper I turn to republican political theory to

evaluate the prospect of algocracy and, in particular, the threat it might pose to

the liberty of citizens. I argue that republicanism implies that there are at least four

different reasons to be concerned about government by AI. First, decisions made

by AI will often be impossible for citizens to contest because the reasons for the

decisions will be inscrutable, which, as John Danaher has pointed out, in turn

calls into question the legitimacy of the decisions and of any government that

relies too heavily on AI. Second, the inability of citizens to contest the decisions

made will render them arbitrary in an important sense and therefore inimical to

liberty on a republican account. Third, overreliance on AI is likely to undermine

important civic virtues that are necessary to the flourishing of the Republic and

thus to the defense of liberty.

Fourth, AI is such a powerful technology that its use by governments may grant

states the power to suppress political dissent to such an extent as to essentially

free governments from any fear of revolution. As a result, citizens will only be able

to pursue their ends as long as the government chooses not to prevent them from

doing so, which means that they will, according to republican theory,

fundamentally lack liberty. If we wish to benefit from the use of AI in government

without sacrificing liberty, we must ensure that there exist institutional checks and

balances, in the spirit of a mixed constitution, which ensure that decisions made

by AI can be publicly – and deliberately – contested in order to ensure that they

track the interests of citizens. We must also investigate ways to mitigate the

impact of algocracy on the political culture of democratic societies and, in

particular, on the willingness of citizens to challenge the decisions of algorithms.

These are difficult challenges and in practice, I suggest, the use of AI in

government poses a significant threat to liberty.

(Moderation: Orsolya Friedrich)



Friday, 23.04.2021

Session 4

Ethics II

10.15-11.00

Andreas Wolkenstein (Ludwig-Maximilians-University Munich)

Do Algorithm-Based Decisions Need to be Explainable? The Ethics of Algorithms 

Meets Social Epistemology

It is commonly held that algorithms often are black boxes. When operating on a

large amount of data, they find correlations in these data that defies human

detection. Moreover, the algorithm’s process of reaching a decision can rarely be

comprehended by human operators or observers. This is thought to be a problem

when it comes to communicating the results of algorithm-based decision-making,

giving rise to the problem of explainability. If the algorithm reaches a decision that

has potentially adverse effects on someone (e.g., credit rating, medical

treatment), lack of explainability causes ethical worries since providing the

reasons for a decision is an important precondition for treating people with

respect.

However, in many contexts outside algorithmic decision-making, we often do not

properly understand the reasons behind the respective decision-making while still

trusting the decision-makers’ authority. For instance, many health-related

information patients receive from their physician eludes proper understanding,

and the reasons for economic policy-making is not necessarily everyday

knowledge for many citizens. In these cases, we refer to the decision-makers as

experts. Trusting experts without in-depth insights into their decision-making can

be justified based on the epistemic authority they are granted with.

Based on insights from the social epistemology of experts, this paper outlines the

extent to which and the conditions for granting algorithms epistemic authority. The

result will be a clearer picture of the role explainability plays in evaluating the use

of algorithms in society, with a particular focus on algorithms in health-related

decision-making. It will be shown that the settings and procedures in and through

which algorithms are used and their results are acted upon are key to overcome

ethical worries regarding the black box nature of algorithms.

(Moderation: Galia Assadi)



11.00-11.45

Brent Mittelstadt (University of Oxford)

Bias Preservation in Fair Machine Learning

Western societies are marked by diverse and extensive biases and inequality that

are unavoidably embedded in the data used to train machine learning. Algorithms

trained on biased data will, without intervention, produce biased outcomes and

increase the inequality experienced by historically disadvantaged groups.

Recognizing this problem, much work has emerged in recent years to test for bias

in machine learning and AI systems using various fairness and bias metrics.

Often these metrics address technical bias but ignore the underlying causes of

inequality and take for granted the scope, significance, and ethical acceptability of

existing inequalities. In this talk I will introduce the concept of “bias preservation”

as a means to assess the compatibility of fairness metrics used in machine

learning against the notions of formal and substantive equality. The fundamental

aim of EU non-discrimination law is not only to prevent ongoing discrimination,

but also to change society, policies, and practices to ‘level the playing field’ and

achieve substantive rather than merely formal equality. Based on this, I will

introduce a novel classification scheme for fairness metrics in machine learning

based on how they handle pre-existing bias and thus align with the aims of

substantive equality.

Specifically, I will distinguish between ‘bias preserving’ and ‘bias transforming’

fairness metrics. This classification system is intended to bridge the gap between

notions of equality, non-discrimination law, and decisions around how to measure

fairness and bias machine learning. Bias transforming metrics are essential to

achieve substantive equality in practice. To conclude, I will discuss how to choose

appropriate metrics to measure bias and fairness in human-machine interactions

in practice.



12.00-12.45

Tereza Hendl & Bianca Jansky (University of Augsburg/Ludwig-

Maximilians-University Munich)

A Matter of Justice: Why Digital Health Technologies Warrant an Intersectional 

Feminist Perspective

Despite being novel in multiple ways, digital health technologies (DHTs) have

incorporated many gender issues dominant in medicine and healthcare. As such,

they have been critiqued for exacerbating and reinforcing old yet pervasive

structural inequalities. The recent rapid growth of the ‘Femtech’ sector has been

celebrated by some as a much-needed response to the gender blindspots and

imbalances persistent in DHTs and health care more broadly. However, at a

closer look, much of 'Femtech' involves a wide range of issues, including sexist

design; problematic notions of sex, gender and sexuality; reductive and

stereotypical conceptualisations of womanhood and 'female health' as well as

ethically troubling business models. We argue that instead of placing hopes into

the narrowly construed 'Femtech' sector, an intersectional feminist perspective

needs to be implemented across the whole DHT field. We contend that as a

matter of health justice, all DHTs ought to eliminate gender, racial, ableist and

other imbalances and inequalities to ensure a fair distribution of health benefits

and user protections.
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